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Abstract

Becauseof time and budgetconstraintsprganisa-
tions are turning more and more to Commercial-
Off-The-Shelf(COTS) software ratherthandevel-

oping in-housesoftware. This situationgivesrise

to greatconcernsover safety security and relia-

bility in critical information systems. This paper
presentsa researcheffort to help managethe risk

associatedvith COTS integrationthroughthe ex-

ploitationof a dynamicmonitor The stratgy con-

sistsof insertingappropriatedriversto control ac-
cessedo critical resources: les, communication
ports, the Registry, andthe creation/destructioof

processeandthreads.A prototypemonitor called
DaMonhasbeendesignedanddevelopedto runin

Windows NT on an Intel box, to demonstratehe
feasibility of reactive monitoringto meeta formal

securityspeci cation.

1 Intr oduction

A setof toolsto circumscribeharmful effectsand
evento eliminatethemwould be a signi cant asset
in an environmentrequiring tight control of secu-
rity. With theincreasinglyhighuseof Commercial-
Off-The-Shelf(COT S) software,it is imperatie for
mary organisationdo assurethemseles that ary
out-sourcedproductwill meet strict standardsof
safety security andreliability. One hasno guar
anteeghatapieceof softwaredoesnotcontainma-
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licious codeor thatit doesonly whatit is supposed
to do. For example,an applicationcould be send-
ing private information without consent. Even if
the programspeci cationsdo not include sending
informationexternally proofthatit doesnot do so
is hardto comeby.

Evenin this simple example,it appearohbvious
thatsomeform of proofof goodconducts required
from the vendor It is the authors'belief that this
is possiblein the long term. The certifying com-
piler, describedrery brie y below, is onesolution.
In the absenceof this proof or collaborationfrom
thevendor othertoolsareneededo checkandcon-
trol this kind of maliciousbehaiour in alreadyin-
stalledsoftware. At thattime, of course,only the
executablecodeandits accompaying compiledli-
brariesare available, a fact which further compli-
catesmatters.

To dealwith this problem,in 1997 the Defence
ResearchEstablishmentValcartier (DREV) con-
tracteda study by the Language,Semantics,and
Formal Method (LSFM) group at Laval Univer
sity. The presentMaliCOTS projectteamconsists
of aboutl2 graduatestudentsfour professorsand
two DREV scientists.The platform choserfor the
projectis Windows NT runningon anintel box.

In this researchmaliciousis de ned as every-
thing thatdoesnot complywith the stricturesof an
explicit securitypolicy — aclearandprecisestate-
mentof whatconstitutegoodor badbehaiour and
of whatis allowed or not. Startingwith this de ni-
tion, preliminarystudiesdenti ed threemainareas
for investigation:

1. Certifyingcompilers



2. Staticanalysisof executables

3. Dynamicanalysisof executables

The rst areais the mostpromisingin the long
termsinceit workson sourcecode,which provides
the greateste xibility. This approachtries to ex-
tract enoughinformationfrom the tamget program
sourcecodeto allow formal veri cation, without
compromisingheintellectualpropertyrightsappli-
cableto thecode][3].

The secondapproachis severely limited since
onedoesnot usually have accesgo COTS source
code,anddisassemblinguchsoftware posedegal
problems Nonethelesssomeinvestigationsarebe-
ing madeby the teamto adaptstaticanalysistech-
niquesto assembly-languagaurcecode.

The third set of techniqueshas three possible
facets. Oneis to build a kind of virtual machine
that will check every instruction executedby the
processofor validity [12]. This approachhasthe
samelimitations asstaticanalysissinceit works at
assemblylevel. It hasanotherimitation: runtime
overhead A secondacetis to dolog analysis.This
tactic hastwo major aws: (1) it is highly limited
by what the systemcanlog, althoughit is possi-
ble to extendthat capability; (2) it is only reactve,
since one cannotlog what hasnot yet happened,
thusit is ratherlimited in its ability to preventsome
undesirableactionfrom occurring. The third facet
is to build a tool to monitor critical resourcedor
maliciousactions. In this case,a security policy
canbe written to tell the systemwhatis andis not
allowed. Thisis the approactpresentedn this pa-
per

This paperis divided asfollows. The next sec-
tion presentshe motivationsbehindthe useof such
amonitor Section3 discusseselatedwork. The
fourthsectionintroducedheessentiaWindons NT
informationfor thiswork. Sectiorb presentshear
chitectureof the monitor Section6 explains the
security policy languageunderdevelopment. Fi-
nally, Section7 highlightsa prototypethatimple-
mentsthesadeas.

1.1 Link with Requirements

The main goal of the MaliCOTS projectis to de-
velopCOT Scerti cationtools. The rst ideawasto

usethesetoolsin a certifying ervironmentwherea
COrT S softwarewould bethoroughlytested pbefore
deplgyment,to seeif it meetsequirementsThere-
fore, dependingon the availability of sourcecode
or executablgrom the COTS provider, acombina-
tion of static/dynamic¢oolsor acertifyingcompiler
couldbeused.

Theprototypedescribedn this papercanbeused
to monitora programexhaustvely while it is being
testedandit it designedo helpwrite a tailoredse-
curity policy speci c to the programundertest,as
will beshawvn in the examplesof Section?.6.

2 Motivationsfor a Dynamic Mon-
itor

Staticanalysisandcertifying compilersare powver-
ful techniqueso provide someassurancthatapro-
gramwill respectertainproperties.Thetwo tech-
niquesare quite similar in that they both analyse
a programfully beforeits execution. Thereis no
overheadat runtimeandit is muchmore effective
to verify alarge setof inputsthis way thanto run
the programfor eachelementof theset.

However, thereare caseswherethesetwo tech-
niquessimply cannotdeterminef a pieceof code
respectgertainproperties For instanceif abranch
in the programdependon userinput, thereis no
way to decidestaticallyif it will be safefor all pos-
sible inputs. Another exampleis the casewhere
a programlegitimately copies les receved asin-
put. It is dif cult, evenimpossible o certify stat-
ically that sucha programwill never copy a pro-
tectedle toanunprotectedone,sinceall depends
on the type of le treatedat runtime. Thereare
alsosomemathematicalindecidabilitiesntrinsicto
thesetechniques.Lastly, thereare mary typesof
maliciouscodethatneednot be presenin the pro-
gramatthetime staticanalysisandcertifying com-
pilerscanbeapplied,includingvirusesthatwill at-
tackafterthe programhasbeentestedandcerti ed.

Dynamic monitoring, on the other hand, can
make useof all theinformationonwhatis goingon
in aprogramatary giventime. Althoughcomplete
monitoringis tedious,errorprone,andintroduces
often-unacceptableverheadthe limited monitor
ing presentedhereis attractve.



Theideais to superviseand control only those
speci ¢ resourceshatplay arole in the overall se-
curity of theoperatingsystem.In effect,theoperat-
ing systemis “wrapped. Traditionally only critical
applicationshave beenwrappedthis way, leaving
the operatingsystemandall otherapplicationsde-
fenceless.This makesasmuchsenseasleaving a
top-secredocumentin a safe,but leaving the safe
in a public placewherearybody hasaccesgo it.
Sooneror later someonewill crackthe safeand
getto the documentor, moredrastically someone
will take the safeand hideit. Eitherway, access
to the documents compromised.In the proposed
approachall applicationscanbe protectedequally
becaus¢he monitor seesandcanstopall accesdo
critical resourcesPlus,thelevel of protectionis not
compromisedf somethingsinisteris addedto the
programat runtime: a maliciousactionis blocked
no matterwhatits source.

As will beshavn in thenext section,mary com-
mercial productsare available that use dynamic
monitoring. Unfortunately from experiencenone
of themusesthe techniquevery effectively. These
toolsseento beonly adhocsolutionsdevelopedas
quick answergo a perceved growing needin the
computeruserpopulation. They lack a theoretical
and coherentbackgroundwhich the currentwork
triesto provide.

3 RelatedWork

Thissectionpresentselatedwork in dynamicanal-
ysisonly. For asuney of maliciouscodedetection
techniquesn generalseeg[2].

Ironically, therearesomecommerciallyavailable
solutionsto theproblemof COT S security but most
arederiedfrom solutionsthataddressetwork se-
curity. A suney of thesealongwith aclassi cation
may be foundin [12]. Theclassi cationhasthree
cateyories:

1. Firewall: A tool that controlscommunication
portsaccordingto certainrules. eSafeProtect
Desktopuseghistechnologyto blockcommu-
nicationports.

2. Sandbox:Popularisedy Java, this technique
enclosesan applicationin a virtual erviron-

mentin which, theoretically it cannotcause
harm. eSafeProtectDesktopalso usesthis
technologyto preventselectedorogramsrom
accessingpeci cally enumeratedesources.

3. ScanningMuchlike virus detectiortools,ap-
plications are scannedfor known sequences
of maliciouscode. Finjan's Sur nShield and
Trend Micro's PC-cillin both use this tech-
nique.

The rst techniqueis necessaryn a secureen-
vironment. However, it hasmajor limitations. It
cannotprotectfrom arything that passeghe bar
rier. Thereforejt will notprotectagainsimalicious
applicationsthat are installed from CD-ROMSs or
othernon-communicatiosources

Thesecondapproachs promising,but somesay
it is too comple to provide goodsecurity[6]. The
authorsdisagreewith this opinion but agreethat
a soundand someavhat formal methodologyis re-
quiredto build thesandboxandits rules. Themon-
itor presentedn this paperis a derivative of the
sandboxechnique.

Thelastapproacthasproventime andtimeagain
to beineffective, yetit is by far the mostcommon
techniquausedin commerciatools. Known attacks
canbe scanned-foguickly andeasily sothetech-
niqueshouldprobablybe usedin someform, but it
cannotprotectagainstunknavn attacks,andgath-
ering all known attacksignaturesn a databases
errorproneat best.

Thisis why researchersave for yearsbeenook-
ing for amoreproactve approach.

TheNaccioproject[4] addressethe problemby
building tools that take asinput an untrustedpro-
gramand speci cation le andproduceas output
a new programthatbehaes exactly like the origi-
nal programbut with aguarante¢hatit satis esthe
safetypolicy. This approacthassomeform of dy-
namicchecking,but it is mostlystatic. Theinterest
of thisapproacHor thecurrentwork is thatpolicies
arede ned in termsof abstractresourcenanipula-
tions.

Balzer[1] useswhathecallsconnectos to inter
ceptthe o w of communicationbetweertwo mod-
ules. Balzerinstrumentssystemcalls to be ableto
captureandreplaythe messagethatareexchanged
by the different modulesof an architecture. This



approachs similarin a senseo whatthis work is
trying to achieve. However, Balzerworksatamuch
higher level andis not concernedmuch with the
possibilityof goingaroundthoseconnectorsywhich
would defeatthe purposeof usingsucha tool for
securityreasons.

4 Architecture of Windows NT

This sectioncoversthe aspectof Windows NT ar
chitectureneededo implementa monitor suchas
theonepresentedh this paper Theintentionis not
to explain this architectureaxhaustvely but rather
to situatethe presentwork within it.

Solomon[14] presentdVindows NT by explain-
ing its operations,interactionsand components.
The designersof Windows NT built a layeredar
chitectureto allow componentmodularity onein
which eachcomponenhasa preciserole to play.

Oneof thesigni cant aspect®f thedesignis the
approachto security Windows NT separateshe
userapplicationervironmentfrom the kernelervi-
ronment.Userapplicationshave theirown resered
environmentandit is forbiddenfor an application
to reachthe ervironmentof another

However, this restriction doesnot apply when
codeis executedin kernel mode: componentof
thekernelcanreachary ernvironment,readingdata
from or writing datato ary application.

Thislastcharacteristigs very signi cant sinceit
is the causeof mary of the vulnerabilitiesin Win-
dows NT. A maliciousprogramthatcansucceedn
executingkernel code hascompleteaccesdo the
operatingsystemandall applications.

A seriesof articles on the kernel components
of Windows NT by Russineich [7, 8, 9, 10, 11]
explains their operationsprecisely He also de-
signedtools to monitor thesecomponents.These
tools, mostof themwith sourcecode,areavailable
at http://www.sysinternals.com File-
mon, Regmon, Pmon and TCPView are among
them. Respectiely, they allow the userto mon-
itor accesse$o les (harddisk, RAM disk, CD-
ROM, oppies, namedipes,andthemail slot),ac-
cessedo the Rajistry (the con guration database
of Windows NT), the managemenbf processes
andthreadsandthe TCPandUDP communication
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Figurel: Windows NT Architecture

ports. Studyof thesetools cangreatlycontritute to
ones comprehensionf theWindows NT architec-
ture.

Figure 1, reproducedrom the Microsoft Win-
dows NT Sener ResourceKit documentatiorf5],
highlights the Input/OutputManagercomponent,
centralto themonitor's architecturelt is important
to notethe differentdrivers neededo procesd/O
requestssincemostof the currentwork concerns
thesedrivers.

4.1 Typesof Drivers

Conceptually there are two levels of drivers in
Windows NT. Low-level drivers are attacheddi-
rectly to a device suchasa harddisk or a sound
cardandareresponsibldéor the managemerf the
hardware. High-level drivers are thosewith more
generalfunctions,suchasthe File SystemDriver
(FSD). This driver recevesrequestdo accessles
and distributesrelevant tasksaccordingto the le
systemin place,the partitionsandthe equipment.
In all casesijt is possibleto designa driver to re-
placeanothedriver. Theadditionof adriver under
Windows NT malesit possibleto interveneat var
iouslevels. In practice thisintroducesa third type
of driverscalledintermediatedrivers.
Intermediatadriversaretargetedin the work de-



scribedbecausehey can lter accessequestsThe
designof this type of driver is differentfrom the
othertwo becausehey arenot concernedvith cer
tainfunctionssuchastheinitialisationof hardvare.
It is enoughto de ne the variousfunctionsandto
attachthedriverto thedriver directly below. In this
way, the addeddriver can lter accessequestde-
fore they aretransmittedo alower driver.

Therearethreetypesof intermediatedriver. The
genericdriver usesthe standardcalls of the I/O
Managerto sendrequeststo other drivers. The
secondthe lter, is transparenandinterceptsre-
guestsmadeto other drivers, also using standard
I/O Managercalls. The third type is the joined
driver, which forms a pair with anotherdriver and
interactscloselywith it acrossa privateinterface.

Choosingthe right type of driver is signi cant
becausehe designof the monitor dependwn the
typeor typesused.

A driver supervisingaccessedo les, for in-
stanceisregardedasa lter becausésroleistoin-
terceptrequestaddressedirectly to thedriver be-
low. Figure2 shavs anexampleof layereddrivers.
This examplerefersto the le systemlter driver
andis explainedfurtherin Subsectiorb.2.

5 Architecture of the Monitor

To develop an effective monitor, it is necessaryo
correctlyidentify the critical resourcego be mon-
itored, to make surethat a resourceguardis well-
positionedo receve all signi cant events,to create
an expressie andcompletedanguageo statesecu-
rity policies,andto ensurehattheimplementation
is safe— memory managementtype, stack, etc.
— anddoesexactly whatit is supposedo do, and
no more— accordingto a de ned codeof conduct
calleda securitypolicy.

5.1 Identi cation of Critical Resources

Critical resourcesreusuallyrecognisabléecause
they containsigni cant or stratgjic information. A
le containingall passwerdscanberegardedassig-
ni cant information whereasiccesgo thecreation
of processegould be regardedas stratggic infor-
mation

Although the inherentcriticality of a particular
resourceis usually easily appreciatedthis judg-
ment must often be adjustedto accountfor the
threatsto whichit is likely to be exposed.

OnMicrosoft's securitywebsite (http://www.
microsoft.com/security ), usersare warned
aboutthe discovery of new typesof attackmade
againsthe rm' sproductsandthesolutiongothese
vulnerabilities. The U.S. Computer Emegeny
Responsd&@eam(CERT, http://www.cert.com )
andits Canadianequivalent CanCER (http://
www.cancert.ca ) also disseminatenformation
aboutnetwork securityincidents.Anotherresource
to learnaboutnew attacksis the CommonVulner
abilities and Exposureq CVE) list, hostedby the
Mitre Corporation(http://cve.mitre.org ).

If differenttypesof attacktarget the samere-
source,one must suspecthat the resourceis sig-
ni cant or stratgic. Startingfrom information of
this nature, it is possibleto identify the sensitve
resourceshatarepotentialtamgetsfor maliciousat-
tack.

The critical resourceghat have beenidenti ed
for Windows NT are:

1. Files: Accessedo les arecritical. System-
critical, classi ed andpersonainformationis
storedin les.

2. Communicatiorports: It is essentiato moni-
tor whatgoesin andout of the box.

3. Creation/destructionf processeandthreads:
It is importantto know who createsvhatand
when. Denial-of-serviceattacksoften usean
endlessloop in which they createprocesses
and/orthreadgo consumaeall resources.

4. Registry: Windows NT con gurationanduser
informationis storedin the Registry. It is pos-
sible, for example,to modify the Registry so
that an unwanted applicationis executedat
boottime withoutthe users knowvledge.

At thistime, it is believedthatcompletemanage-
mentof accesso memoryis not necessarycoher
entmanagemerdf thesdour resourcesvill sufce.
Table 1 shavs theseresourceslongwith someof
their corresponding@ctions.



Tablel: Typicalactionson critical resources

| Resources

Actions |

Executedon harddisk
RAM disk, CD-ROM,
oppies, namedpipes,
andmailslot

- Create(Open)

- Read

- Write

- Rename

- Copy

- Execute

- Transfer

Executedon portsand
commonlyusedprotocols
- Create(Open)

- Send

- Receve
Executedon processes,
threadsandmemory

- Create

- Stop

- Kill

- Modify state

- Allocate memory
Executedon keys, sub-leys,
andvalues

- Create(Open)

- Read

- Write

Thesamecall is usedto createor openaresourcepnly

parametershange.

Files

Communicatiorports

Processeandthreads

Registry

5.2 Positioning the Filters

Onewayto collectinformationfor aresourceyuard
is to interceptrelevantcallsto the operatingsystem
libraries (ntdlIl.dll , for example). The major
problemwith that approachis that theselibraries
run in usermode. Sucha “guard” would thus not
be ableto seeeverythingexecutedin kernelmode.
Sinceit is also possibleto bypassusermode li-
braries,this is de nitely not a comprehense so-
lution.

To avoid possiblebypassingthe guardneedsto
be low enoughin the calling structurethatit sees
all callsmadeto aresourcebut high enoughthatit
doesnot needto managdower devices. Intermedi-
atedriversin Windows NT allow this positioning.

Figure2 presentshe positionadoptedo manage

Figure2: Positioningintermediatedriver ( lter)

le requestsa lter introducedbetweenwo exist-
ing drivers. The lter is insertedbetweenthe le
systemdriver (FSD) and the device driver (disk).
The le systemdriver (NTFSin this case)simpli-
es the lter' staskbecauset already lters outre-
guestshasedon Windows NT's le-accesspolicy.
Whenaccesss denied,the chainof calls doesnot
reachlower drivers.

Port guardstake a similar approach. A Iter
driver is positionedjust above the driver that han-
dlesthe communicatiorvia the TCPandUDP pro-
tocols. A moregeneraldriver thatwill interceptall
communicationsisingary portis underway.

Ragistry guardsand the creation/destructio of
processeandthreadsarea differentmatter Since
the kernelhandlesthesecalls directly, anotherap-
proachis requiredto interceptthem.

Registry calls are known and partially docu-
mentedat http://www.sysinternals.com .In
Windows NT, all callsto thekernelaremadevia an
interruption.Theinterruptionhandlemusesacall ta-
bleto nd thefunctionthatimplementsaparticular
API call. Changingthe pointerin this tableallows
adriver to be calledinsteadof the native function.
Keepingapointerto theoriginalfunction,thedriver
cancall it whenaccessasbeenapproed.

A solutionfor hookingthe creationanddestruc-
tion of processeandthreadshasbeenmplemented
usingthetechniqueadescribedn theprecedingpara-
graphfor the registy. Information at this level is
scarceat bestandtheteamis still looking for better
solutions.



6 Security Policies

A signi cant aspectof dynamicsecurityis being
ableto reactin accordwith precisecriteria. These
criteriaexpresghesecuritypoliciesthatmustguide
the decisionsof the monitor In otherwords,each
guard( Iter) having theresponsibilityto supervise
a particularresourcanustreactto a givensituation
basednthesecuritypolicieslaid down by theuser
(or by asuperuser).

Thedif culty with thedesignof adynamicanal-
ysis monitor is that it mustreactto situationsin-
volving morethanoneresourceFor example,if the

le guardis in acocoonandmonitorsonly les, it
would be impossibleto protectagainstthe sending
of aprivate le to the network without exchanging
informationwith thecommunicatiorport guards.

The de nition and designof rigorous security
policieswould not allow informationleaksof this
kind to occur Schneidef13] proposesan inter
estingapproach:an automatorto managethe col-
laborationof all components.This conceptmakes
it possibleto know the stateof ary particularse-
guenceof actions. For example,it would be pos-
sible to stopthe sendingof private informationin
the precedingexampleif the automatorwasin the
state“read-in private information” by disalloving
the transitionto a state“send. This way, the port
guardwould be informedto dery the sendrequest.
Thisalsoallows thecreationof behaiour-basedse-
curity policies.Moving from stateto state,t is pos-
sible to de ne good or bad behaiours and malke
surethatthey do or do notoccurrespectiely.

With this concept,the usercan now de ne his
securitypreferencesisingthe languageandarchi-
tectureto bedescribedhext.

The researchon security policy is a work in
progressA large partof the currenteffort is spend
on developing a betterand simpler way of de n-
ing securitypolicy. UML/OCL seemdo beagood
combinationat this time andis beinginvestigated.

6.1 Languageand Ar chitecture

TheExtensibleMarkupLanguaggXML) isa e xi-
ble way to createcommoninformationformatsand
shareboththe formatandthe data. XML is a sim-
pler and easietto-usesubsetof the StandardGen-

eralisedMarkupLanguagéSGML), whichwasde-
velopedto provide a meango formatandmaintain
legaldocuments.

TheWorld Wide Web Consortiumcurrentlypro-
posesXML asaformal recommendationlt is ex-
tensiblebecausenecanalwaysde ne new markup
symbols.This makesit alogical choicefor the def-
inition of securitypolicies.

Thereare currentlytwo waysto declarea docu-
ments format: DocumentType De nition (DTD)
and XML Schemas. DTD is the rst and best-
knowvn documentde nition standardbut it is far
from perfect.lts limitationshave warrantedhecre-
ationof anew approachXML Schemas.

The purposeof schemasis similar to that of
DTDs. Like DTDs, XML Schemasiescribeele-
mentsandtheir contentmodelsso that documents
canbevalidated.But theapproactcanalsoprocess
integers,dates, oats andsoondirectly, ratherthan
treatingthemasstrings,asDTDs do. It addssup-
portfor attribute groupsandintegratesnamespaces.
It is alsoan open-endednodel,soit is possibleto
extendits vocalulary andthe inheritancerelation-
shipsamongelements.

Schemaswill be usedin the completeversion
of this prototype. However, sinceDTDs aremore
compactandbetterknown in the community they
will beusedin this paper

A SecurityPolicy Markup LanguaggSPML) is
de nedin thissection.With thisgrammayit is pos-
sibleto de ne two typesof securitypolicy anduse
themin a monitoringsystem. The next subsection
presentafew termsneededo de ne thisgrammar

6.1.1 Elementsof a Security Policy

A securitypolicy is de ned in SPML asoneor
mary rules. A securityrule is oneparticularaction
while the policy includesall possibleactions.

To enforcesecurity it is necessaryo know ex-
actly what is undersuneillance and from whom.
“Who” identi es the principal, the personor ap-
plication that wantsto performan action. “What”
identi es the resouce that the principal wantsto
use. A requestis madeby a principalto useare-
source.A securityrule de nesreactionsto be per
formedwhentheaccesss grantedor whenit is de-
nied.



<IENTITY Security_Policy Version

"0.5.0.0b">

<IELEMENT Security Policy (Type_SP?, Actors+, Request+, Reaction+)>

<IELEMENT Type_SP ((ID,Author*)|[ID_Key)>

<IATTLIST Type SP Priority Level O] 1] 2] 3| 4 "4>

<IATTLIST Type_ SP Integrity Key CDATA #IMPLIED>

<IATTLIST Type_ SP Propriety_Type (Surveillance | Initialisation) "Surveillance">

<IELEMENT Actor (Principal+, Context?)>

<IATTLIST Actor Role (Source | Destination | Resource) "Resource">

<IELEMENT Context ((ID, Description?, ActiveComputer_Context) | ID_Key)>

<IATTLIST Context Security Level O] 1] 2] 3| 4| 5] 6| 7] 8| 9 "9

<IELEMENT ActiveComputer_Context (Computer_Name*, ~ OS*, Period_Range*,
Disk_Space?, Pc_Virtual_Memory Free?, Pc_Physical Memory_Free, Pc_CPU_Used,
Pc_Write. HD, Pc_Read HD, Pc_Read-Write HD)>

<IELEMENT Request ((ID,List_ Request+)
<IELEMENT List_Request

(((Request_Attribute,

ID_Key)>

Transfer)?, (Request_Attribute,

Rename)?, (Request_Attribute, Copy)?,(Request_Attribute, Delete)?,
(Request_Attribute, Write)?, (Request_Attribute, Read)?,
(Request_Attribute, Create)?) | ((Request_Attribute, Send)?,
(Request_Attribute, Listen)?, (Request_Attribute, Receive)?))>
<IELEMENT Reaction ((ID,(Log_Success?, Log_Error?, Log_Read?, Log_Write?),

(Verify_Status,
ID_Key)>

Pre-Request?,

Request_Succeeded?,

Request_Failed?)?) |

Figure3: Excerptof thesecuritypolicy grammar

A principal may be an application,if this appli-
cationusesa resource.An applicationcanalsoit-
selfbearesourceTo clarify thissituation,theterm
actor is usedto identify a principalwho hasarole
in the securitypolicy. A role may be a principal,
a destinationor a resourceaole, dependingon the
contet of therequest.

6.2 De nition of SPML

Figure 3 shavs an excerpt of the security policy
grammar

The SPML versionis identi ed by the Secu-
rity _Policy _Version entity Thisis usefulto
keeptrackof versiongo know if atool caninterpret
aparticularversion.

TheSecurity _Policy elements theroot of
asecuritypolicy. It identi es thetype of thepolicy,
the actorswithin it, the possiblerequestgo verify,
andthe reactionsto take on authorisedand unau-

thorisedrequests.

6.3 ResolutionAlgorithm

Thede nition of theSPML is usedn two ways,de-
pendingon the Type _SP attribute: to initialise the
databasandfor thesuneillancephase Theinitial-
isationphasas, of courseyequiredfor all databases
andwill notbedescribedurther

The algorithmfor the surnweillance phaseof the
monitor is shavn in Figure4. Whena guardre-
ceivesarequestjt noti es the monitor, who iden-
ti es theplayers,checksf anautomatorexistsfor
this context and createsoneif not. Thenit veri-
es if theautomatons alreadyin an“unauthorised”
state— this canhapperif multiple invalid requests
aremade for example— andif it is, it cancelghe
requestand executesthe appropriatereaction. If
the automatoris in a correctstateit getsthe cor
respondingsecurityrules (SR) from the database,



Receive an Actor's
Identify Actor and Request
IF automaton for context does not exist
Create automaton state for context
IF automaton state == "unauthorised"
Cancel Request
Execute unauthorised
ELSE
Use context
Resolve user rights
IF Request satisfies SR
Let request through
Execute authorised
ELSE
Cancel Request
Execute unauthorised
Take automaton transition
Wait for next request

Request from a guard

reaction

to get SR from database

reaction

reaction

Figure4: Sunweillancealgorithm

resohes the userrights accordingto heritageand
priority rules, executesthe appropriatereaction(s)
and changeghe stateof the automaton. Thenit
waitsfor the next request.

In the actualimplementation,of course,some
caching and other optimisation actions are per
formed.

6.4 Policy Examples

Goingbackto theexample therearemary waysto
expressthe rule “once critical informationis read,
it cannotbe sentto the network” This subsection
proposeshree.

For the sale of brevity and clarity, a simpli-
ed notationis usedratherthanactualSPML. Ev-
idently, a real-life policy would have to take more
comple casesnto account.

The rst thing to do is to initialise the policy
database. Each principal has a hame,a security
level (O—public, 1-secret2—top secret)and a sta-
tus. The statuscan be “active”, which meansthat
theprincipalis alivein thepolicy, or “undersuneil-
lance; which meansthatit is underclosewatch.
Oneprincipalis de ned asa group containingall
principalsof level secretor higher Anotherprin-
cipal is a documentnamedSecret.doc , which

requiresa securitylevel of secretto be accessed.

Thisis theinitialisationphaseshavn in Figure5.

Figure5 alsoshaws thethreedifferentsolutions,
which are explained belov. Note that labels are
usedin this examplebut are not necessaryo the
applicationof the policy. A policy could be writ-
tenthatde nesagenerabehaiour not attachedo
labelssuchassecreibr unclassi ed.

The monitor automaticallyblocks an unautho-
risedrequestandnoti es the user so the reaction
of blockingtherequests notmentionedn the pol-

icy.

6.4.1 Solution 1 - Checkthe Actor Name

This is the simplestsolution. Upon request,the
Actor Source attribute is instantiatedwith a
memberof the GroupSecret group. All mem-
bersof the“secret’groupcanopen,read,write, and
renamethe le Secret.doc , but cannotsendit.
If they try, therequesis blocked anda messagés
sentto theadministratar

6.4.2 Solution 2 - Checkthe Security Level

This policy protectsagainstthe sendingof pro-
tectedinformationto a destinationhaving a lower
securityclearance Any suchattemptsareblocked
andamessagés sentto theadministratar This pol-
icy is generalandcanbe appliedwhetherthe des-
tinationis known or not. Of course,all unknavn
destinationsvould be assigneda securitylevel of
zero.

6.4.3 Solution 3 - Checkthe Stateof the System

This is the most interestingsolution. It usesthe
stateof a systemto protectit. If aprincipalreadsor

opensSecret.doc ,thenits statuds setto “under
sunweillance: While undersuneillance thesecond
securityrule speci esthata principal cannotsend
arything. Whenthe le is closed,sendingprivi-

legesarere-establishetly changinghe statusback
to Active

7 DaMon: A Monitoring Prototype

The DaMon' prototypeimplementsseveral of the
ideasexpressedn this papeyincludinga rudimen-

!DynamicAnalysisMonitoring



Initialisation phase

Principal = GroupSecret, Contains(Security Level >= 2), Status = Active
Principal = Secret.doc, Security  Level = 2, Status = Active
Solution 1
SR1: Actor Source = GroupSecret;
Actor Resource = Secret.doc;
Authorised Request = Open, Read, Write, Rename
Authorised Reaction = {};
Unauthorised Request = Send
Unauthorised Reaction = "Send email with context to security
administrator".
Solution 2
SR1: Actor Source = Security Level;
Actor Destination = (Security Level lower than Source Security
Level);
Authorised Request = {}
Authorised Reaction = {};
Unauthorised Request = Send
Unauthorised Reaction = "Send email with context to security
administrator".
Solution 3
SR1: Actor Source = GroupSecret;
Actor Resource = Secret.doc;
Authorised Request = Open, Read, Write, Rename
Authorised Reaction = (Actor Source Status = "under
surveillance");
Unauthorised Request = {};
Unauthorised Reaction = {}.
SR2; Actor Source = (status = "under surveillance");
Actor Resource = Secret.doc;
Authorised Request = Close
Authorised Reaction = (Actor Source Status = "Active");
Unauthorised Request = Send
Unauthorised Reaction = "Send email with context to security

administrator”.

Figure5: Examplesof SecurityPolicies

tary implementatiorof securitypolicy andthe pro-
vision of meansby which a driver canpreventcer
tain activities.

7.1 Architecture of DaMon

The architecturepresentedn Figure6 is basedon
the characteristicpreviously mentioned.

Thecoreof theapplication(DaMon.exe ) com-
municateswvith all othercomponentsCertainmod-
ules areimplementedin the form of dynamically
linkedlibraries(DLLSs) thatareloadedonthecore’s
request.

Instdrv.dll hastherole of loadingandini-
tiating communicationetweenthe core and the
drivers. This is doneonly oncewhenthe applica-
tion starts.

Interface.dll regroupsall the information
concerninghedisplayof information.

7.2 Monitoring Files

Figure7 shavs the le-monitoring interfaceof Da-
Mon. Thisinterfaceindicatesthe les thatarecur
rently beingmonitored,alongwith theirassociated
permissions.In the caseshavn, for example,the
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Figure6: DaMonarchitecture

Figure7: The le-monitoring interfaceof DaMon

le d: pwd.txt ,thedirectoryc: temp,andthe
drive a: are undersuneillance. Note that the
full pathis requiredbecauseles in differentloca-
tionscanhave thesamename— readme.txt  or
setup.exe , for example. The les to be moni-
toredarespeci edin thisinterface.

At this point, the monitor andthe policy subset
implementedioesnottake into accounthecontent
of whatis reador written to the disk, althoughthe
driver itself providesthisinformation.It remaingo
be seenif this is too muchinformationto manage
or not.

7.2.1 Starting File Monitoring

ClickingonthelList tabopenghe le-monitoring
interfaceitself (Figure8) andclicking the startbut-
ton beginssuneillance.

Figure8: Monitoringthe le pwd.txt andthedi-

rectoryc: temp

The le pwd.txt andthedirectoryc: temp
have beenput under suneillance, and Figure 8
shaws the resultsof accessindghe les andthe di-
rectory via explorer , for example. The Ac-
tions columnlists the basicoperationsncluded
in /O callsneededo access le. A lotof informa-
tion is included allowing avery goodlevel of gran-
ularity. With thesebasicoperationsjt is possible
to intercepta requestcheckto seeif it is allowed
underthe securitypolicy andreactaccordingly

7.3 Monitoring Ports

The communicationport driver can be con gured
to monitor all TCP and UDP actuities or just se-
lectedones,asshavn in Figure9. A typical output
of the driver is shavn in Figure 10. The protocol
usedfor the communicationis shavn, alongwith

source/destinatioports and adressesindthe data
thatis beingsentor receved.

7.4 Monitoring Processesnd Threads

Figure 11 shaws the con guration of the process
andthreadmonitor It shaws a list of active pro-
cessesmuchlike the one shavn in Windows NT
Task Manager The restis just mock-up at this
time. The idea of monitoring processis, for ex-
ample to preventtypical denial-of-servicattackin
which emptyprocessesarecreatedn aloop to ex-
haustresourcesWith this, it is alsopossibleto al-



Figure9: Con gurationof port monitoring

Figurel0: A view of capturedrCPandUDP activ-
ities

low/prevent the useof programsdependingon the
user Thedriver currentlyinterceptghe creationof

processhut is only noti ed of threadcreationand
destruction.This meanghatonly processreation
canbe deniedat this time — if policy saysso. A

typical outputof thedriveris shavn in Figurel2.

7.5 Monitoring the Registry

The Ragyistry monitoringcon gurationis shavn in
Figurel3. The gure shavsthekeysthatareunder
suneillance,accordingto the securitypolicy. The
RunOnce key tells Windows NT to starta process
onceat the next boot. The DaMon key, wherethe
con guration of the monitor is stored,is also un-
dersunillanceto make surethatnobodyis playing

Figure 11: Con guration of processmonitoring,
with asnapshobf the processesurrentlyrunning

Figure12: A view of captureccreation/destructio
of processeandthreads

with the settings.

Thedriver canalsobe activatedon boot,thereby
loggingall accesset the Registry duringtheboot
sequenceof Windows NT. On typical machines,
the text log le generateds between8 and 15
megabytes.

Figure 14 shavs a typical output of the moni-
tor. It shavs the processdoing the operation,the
requesthatwasmadeon which key, andwetheror
notthe operatiorwasa success.

7.6 Managing the Security Policy

The securitypolicy aspecif the currentprototype
usesonly a very limited subsetof the its capabili-



Figure13: Con guration of Registry monitoring

Figurel4: A view of accesse® Registry keys

tiesandof thesecuritypolicy languagedescribedn
Section6.

In the prototype,a coresecuritypolicy is written
directlyin XML, parsedanddisplayedasshavn in
Figure15. Then,while testingthe software, addi-
tional securityrulescanbe addeddirectly from the
prototypeto adaptto the securityrequirementsas
they develop.

For example, let us say that notepad.exe
is under certi cation, with regard to the secu-
rity rule displayedin Figure 15. The rule says
that if user TERMINATORIries to start (OPEN
NOTEPAD.EXBy ary meangossiblg/ALL), then
DaMonwill catchit andmake analert(NOTIFY).

Ascanbeseenaruleis composeaf veelements:

a sourceactor a destinatioractor aresourceare-

Figurel5: Exampleof abasicsecurityrule

guestandareaction.

Now, if TERMINATORtries to open NOTE-
PAD.EXE, thenDaMonwill displaythedialogbox
shawvn in Figure 16. This givesthe possibility of
creatinganew rule for this event,acceptingt once,
or derying access.If the managerdecidesto cre-
ateanew rule,arule wizardappearsandasksafew
guestiongo createherule. A possiblecombination
of elementdor sucharuleis shavnin Figurel7.

8 Conclusion

Use of COTS software is increasing,largely be-
causeof time andbudgetconstraintsThis situation
posegyreatconcernsaboutsafety security andre-
liability in critical informationsystems.

Someresearchhas beendone to addressthis
problem,mostof it involving statictechniqueghat
attemptto provide a proof of somesortthatanap-
plication will behae correctlyfor all possiblein-
puts.A numberof powerful solutionshave emepged
from this researchincluding certifying compilers.

Neverthelesstherewill always be situationsin
which static analysistechniquesare powerlessto
prevent maliciousaction. The mostcorvincing ex-
amplesare viruses. No matterhow good a static
analysiss, it will never beableto detectmalicious
code that is insertedafter the analysishas been
completed.

Thisis why agoodwatchdogs requiredthatwill
enforcea securitypolicy dynamically It is the au-



Figure16: Exampleof a noti cation for the execu-
tion of NOTEPAD.EXE

thors' beliefthatthemonitorpresentedh thispaper
ts this description.However, muchof it relieson

avery goodde nition of the securitypolicies. Ex-

ploring andsimplifying the procesof writing and
managingsecuritypolicieswill thereforebethefo-

cusof theresearcHor thenearfuture.

The prototype,called DaMon, is alreadycapa-
ble of stoppingcertainmaliciousactionsbasedon
combinedaccesseto critical resourceg les, com-
municationports, Registry, processeandthreads)
accordingo rudimentarysecurityspeci cations.lIt
has beendevelopedas a certi cation tool that is
meantto be usedin a certifying ervironmentto en-
force known securityand behaiour requirements
andcatchnew ones.A morecompleteandexpres-
sive securityspeci cationlanguageusing XML is
underdevelopmentandwill befully integratedwith
the prototypein the comingyear If the move for-
wardis madeto make DaMona constanprotection
tool, it will of coursebe requiredto look athow to
protectthe tool itself from maliciousattaclers —
protectingtheintegrity of thetext in dialogue-box,
makingsurethatthe driversarealwaysthe rst in
lineto becalled,etc. Therearealreadysomeknown
techniquedn thisareaandtheauthorsareverycon-

Figurel7: Choserelementf asecurityrule

dent thatit canbeachiered.
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